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Abstract

The Cox regression model is a popular model for analyzing the effect of a covariate on a survival endpoint. The

standard Cox model assumes that the covariate effect is constant across the entire covariate domain. However, in

many epidemiological and other applications, there is interest in considering the possibility that the covariate of

main interest is subject to a threshold effect: a change in the slope at a certain point within the covariate domain.

In this paper, we discuss testing for a threshold effect in the case where the potential threshold value is unknown.

We consider a maximum efficiency robust test (MERT) of linear combination form and supremum type tests.

We present the relevant theory, present a simulation study comparing the power of various test statistics, and

illustrate the use of the tests on data from the Nurses Health Study (NHS) concerning the relationship between

chronic exposure to particulate matter of diameter 10 µm or less (PM10) and fatal myocardial infarction. We

also discuss power calculation for studies aimed at investigating the presence of a threshold effect, and present

an illustrative power calculation. The simulation results suggest that the best overall choice of test statistic is a

three-point supremum type test statistic. The power calculation methodology will be useful in study planning.

Matlab software for performing the tests and power calculation is available by download from the first author’s

website.
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1 Introduction

The Cox (1972) model is a popular model for analyzing the effect of a covariate on a survival endpoint. The

Cox model expresses the hazard function as

λ(t|z(t)) = λ0(t) exp(βT z(t)), (1.1)

where λ0(t) is a baseline hazard function of unspecified form, z(t) is the covariate vector (which can depend on

time), and β is vector of regression coefficients to be estimated. Estimation and inference theory for the Cox

model is well established; see, for example, Kalbfleisch and Prentice (2002, Chs. 4-5) or Klein and Moeschberger

(2003, Ch. 8). Model (1.1) assumes that the covariate effects are constant across the entire covariate domain.

In many epidemiological and other applications, however, there is interest in considering the possibility that the

covariate of main interest is subject to a threshold effect: a change in the slope at a certain point within the

covariate domain.

Our interest in this issue was prompted by some instances of threshold effects observed in the Harvard-based

Nurses’ Health Study (NHS). For example, evidence of a threshold effect was observed in an analysis of data

from the NHS concerning the relationship between exposure to particulate matter of diameter 10 µm or less

(PM10) and fatal myocardial infarction (Puett, 2009). We discuss these data in detail in Section 5. Evidence

of a threshold effect was also observed in an analysis of data from NHS concerning the relationship between

calcium intake and distal colon cancer (Wu et al., 2002). Among study participants followed over the period

1980-1996, with 164 distal colon cancer cases observed, no benefit of calcium intake was observed up to 700

mg/day, equivalent to two glasses of milk/day, while above that threshold a 30-40% benefit was observed.

Attention to nonlinear covariate effects, including threshold effects, plays an important role in setting guide-

lines for the maximum permissible exposure level of a given risk factor (Levy, 2003). Various studies of the

health effects role of air pollution, for example, have revealed threshold effects that have implications for ex-

posure level guidelines. In the American Cancer Society (ACS) analysis of chronic PM2.5 exposure from air

pollution in relation to lung cancer mortality (Pope et al., 1995), a steep rise in risk is seen up to approximately

15 g/m3 and then the dose-response curve appears to flatten out. A re-analysis of the ACS data estimated a

stronger relationship of PM2.5 with overall mortality up to 16 g/m3, with statistically significant evidence for

non-linearity (Abrahamowicz et al., 2003). The evidence for thresholds in acute air pollution effects has been

studied further by other researchers (Samoli et al., 2005; Daniels et al., 2000; Smith et al., 2000).

Most of these studies did not find statistically significant evidence of departure from linearity, but the lack

of statistical significance could be due to low statistical power. Roberts and Martin (2006) discussed the sta-

tistical aspects of assessing nonlinearities in the relationship between aerial particulate matter concentration

and mortality. They noted that many studies used the Akaike information criterion (AIC) (Akaike, 1974) as a

model selection technique, and they presented simulation results showing that the AIC approach performs inad-

equately in detecting nonlinearities when they exist. When nonlinear effects are hypothesized, epidemiologists

often categorize the continuous exposure variable, accepting the well known loss of power with this approach

(Greenland, 1995). A better strategy for assessing threshold effects is called for. The aim of this paper is to

discuss better strategies.

Let X(t) denote the covariate of main interest and W(t) ∈ Rp the vector of additional covariates. We then

have the model

λ(t|x(t),w(t)) = λ0(t) exp(γTw(t) + βx(t) + ω(x(t)− τ)+), (1.2)

for some changepoint τ , where u+ = max(u, 0). This type of changepoint model has been extensively investigated

in the case of classical linear regression (Seber and Wild, 1989, Chapter 9). Küchenhoff and Wellrich (1997)

have examined such models in the setting of the generalized linear model.

Two basic cases can be identified: the case where the prospective changepoint τ is known and the case where

τ is unknown. When τ is known, inference for ω can be carried out in a standard manner in the framework

of the model (1.1), with (z1(t), . . . , zp(t)) = w(t), zp+1(t) = x(t), and zp+2(t) = (x(t) − τ)+. The Cox partial

likelihood estimation procedure and inference for the parameters can be carried out in the usual way. The case

where τ is unknown, which is the case of greater relevance in applications, is more complex. A difficulty in

estimation is posed by the fact that the partial likelihood is discontinuous in τ , so that the standard estimation

approach based on differentiating the likelihood function does not work. The typical strategy for estimation is

to estimate γ, β, ω for each given τ using the standard partial likelihood method for the Cox model, and then
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perform a grid search across the covariate domain to identify the value of τ at which the partial likelihood is

maximized. The analogous estimation strategy in the case of linear regression has been examined in depth from

a theoretical standpoint by Feder (1975). In a recent paper, Kosorok and Song (2007) carried out a theoretical

analysis of changepoint inference for transformation survival models, which covers the Cox model as a special

case.
Here, we are interested in testing for the existence of a changepoint, i.e., in testing the null hypothesis

H0 : ω = 0. This is a nonstandard hypothesis testing problem, since the changepoint parameter (τ) is undefined

under the null hypothesis. Consequently, standard asymptotic theory does not apply. Davies (1977, 1987)

provides a general discussion of hypothesis testing when the nuisance parameter is undefined under the null

hypothesis. Zucker and Yang (2005) discuss a problem of this sort in the context of a family of survival models.

There are two main approaches in the literature for such problems. The first is Gastwirth’s (1966, 1985) maximin

efficient robust testing (MERT) approach; the second is the supremum (SUP) test approach of Davies (1977,

1987). In the case of changepoint inference with survival data, Kosorok and Song (2007) took the SUP approach.
The purpose of this paper is to provide a basic overview of the options for testing for a covariate threshold

in the Cox model, compare the power of the various tests, and present methods for power and sample size

calculations for this testing problem. Section 2 presents the setting and notation, and provides some background

theory. Section 3 describes the various test statistics considered. Section 4 presents a simulation study to assess

finite sample Type I error and statistical power. The range of scenarios we consider is broader than in the

limited simulation study in Kosorok and Song’s (2007) paper, which was primarily devoted to theory: We

consider several values of the sample size, true changepoint, and initial slope β. In addition, along with the

“full” supremum test, we consider the two-point and three-point supremum tests SUP2 and SUP3 described by

Zheng and Chen (2005). These two tests, which are much easier to implement than the full supremum test, were

not considered by Kosorok and Song. Section 5 provides an illustration of the tests on the above-mentioned

data from the NHS on the relationship between PM10 exposure and risk of fatal myocardial infarction. Section

6 discusses power calculation, providing the necessary theory and an illustrative example. Section 7 provides a

brief discussion.

2 Setting, Notation, and Background

We work under a standard survival analysis setup. We have observations on n independent individuals. For a

given individual i, (Wi(t), Xi(t)) denotes the covariate process, T ◦i denotes the survival time, and Ci denotes

the time of right censoring. Again, X is the covariate of main interest, which is subject to a possible threshold

effect, while W is a vector of additional covariates. The observed data consist of the observed follow-up time

Ti = min(T ◦i , Ci), the event indicator δi = I(T ◦i ≤ Ci), and the covariate process (Wi(t), Xi(t)) for t ∈ [0, Ti].

We allow left-truncation, such as in studies where the time metameter is age and people enter the study at

different ages. With T̃i denoting the time of entry to the study, we let Yi(t) = I(T̃i ≤ t ≤ Ti) denote the

at-risk indicator. We denote the maximum possible follow-up time by tmax. We assume that, conditional on

the covariate process, the censoring is noninformative for the survival time in the sense of Andersen et al. (1993,

Sec. III.2.3). Finally, we assume that the survival time T ◦i follows the model (1.2). We write θ = (γT , β, ω, τ)T

and θ ′ = (γT , β)T . We let θ̄ = (γ̄T , β̄, ω̄, τ̄)T denote the true value of θ.
We now present some definitions and theoretical results which we will use in the next section. We define

S0(t,θ) =
1

n

n∑
i=1

Yi(t)e
γTWi(t)+βXi(t)+ω(Xi(t)−τ)+ , s0(t,θ) = E0[Yi(t)e

γTWi(t)+βXi(t)+ω(Xi(t)−τ)+ ],

where E0 denotes expectation under the null hypothesis. Further, for given functions g, g1, and g2, we define

S(t,θ, g) =
1

n

n∑
i=1

Yi(t)g(Wi(t), Xi(t))e
γTWi(t)+βXi(t)+ω(Xi(t)−τ)+ ,

s(t,θ, g) = E0[Yi(t)g(Wi(t), Xi(t))e
γTWi(t)+βXi(t)+ω(Xi(t)−τ)+ ],

S(t,θ, g1, g2) =
1

n

n∑
i=1

Yi(t)g1(Wi(t), Xi(t))g2(Wi(t), Xi(t))e
γTWi(t)+βXi(t)+ω(Xi(t)−τ)+ ,

s(t,θ, g1, g2) = E0[Yi(t)g1(Wi(t), Xi(t))g2(Wi(t), Xi(t))e
γTWi(t)+βXi(t)+ω(Xi(t)−τ)+ ].
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Next, for a given function g, we define

U(g,θ) =
1√
n

n∑
i=1

δi

[
g(Wi(t), Xi(t))−

S(Ti,θ, g)

S0(Ti,θ)

]
.

Under mild regularity conditions, the following results can be shown using established counting process theory

(Fleming and Harrington, 1991). First, U(g, θ̄) is asymptotically mean-zero normal with variance

V (g) =

∫ tmax

0

[
s(t, θ̄, g, g)

s0(t, θ̄)
−
(
s(t, θ̄, g)

s0(t, θ̄)

)2
]
s0(t, θ̄)λ0(t)dt. (2.1)

Second, for two functions g1 and g2, the random vector [U(g1, θ̄), U(g2, θ̄)] is asymptotically mean-zero bivariate

normal, with the covariance C(g1, g2) = Cov(U(g1, θ̄), U(g2, θ̄)) given by

C(g1, g2) =

∫ tmax

0

[
s(t, θ̄, g1, g2)

s0(t, θ̄)
−
(
s(t, θ̄, g1)

s0(t, θ̄)

)(
s(t, θ̄)

s0(t, θ̄)

)]
s0(t, θ̄)λ0(t)dt. (2.2)

Finally, under the null hypothesis H0 : ω = 0, the covariance C(g1, g2) can be consistently estimated by

Ĉ(g1, g2) =
1

n

n∑
i=1

δi

[
S(Ti, θ̂

′
0, ∗, g1, g2)

S0(Ti, θ̂
′
0, ∗)

−

(
S(Ti, θ̂

′
0, ∗, g1)

S0(Ti, θ̂
′
0, ∗)

)(
S(Ti, θ̂

′
0, ∗, g2)

S0(Ti, θ̂
′
0, ∗)

)]
, (2.3)

and the variance V (g) by V̂ (g) = Ĉ(g, g), where θ̂
′
0 denotes the partial likelihood estimate of θ ′ for the null

hypothesis model, and where, in the notation θ = (θ ′, ∗), the asterisk denotes evaluation under ω = 0 (in which

case τ is immaterial).

3 Test Statistics

3.1 Known changepoint

When the prospective changepoint τ is known, we can test H0 : ω = 0 in a standard way. In this context,

the parameter ω is the parameter of main interest, while θ ′ = (γT , β)T is a nuisance parameter. Define

gj(w, x) = wj for j = 1, . . . , p, gp+1(x) = x, and gp+2(x) = (x− τ)+. The elements of the Cox partial likelihood

score vector are given by Uj(θ) = U(θ, gj). The partial likelihood score statistic for testing H0 is given by

Wτ =
1√
n

∑
i=1

δi

[
gp+2(Wi(t), Xi(t))−

S1(Ti, θ̂
′
0, ∗, g2)

S0(t, θ̂
′
0, ∗)

]
. (3.1)

Using the theory presented in the preceding section, we find that the null hypothesis distribution of U(θ̄) is

mean-zero multivariate normal, with covariance matrix [C(gj , gk)]j,k=1,...,p+2. Now, let C denote the matrix

[C(gj , gk)]j,k=1,...,p+1, and let d(τ) denote the column vector with components C(gj , gp+2), j = 1, . . . , p+ 1.

Then, from with standard theory for score tests with estimated nuisance parameters (Cox and Hinkley, 1974,

pp. 321-324), the asymptotic null distribution of Wτ is mean-zero normal with variance

Vτ = C(gp+2, gp+2)− d(τ)TC−1d(τ)

This variance can be consistently estimated using (2.3), and we denote the estimate by V̂τ . We define W ∗τ =

Wτ/
√
V̂τ , which has a standard normal asymptotic null distribution.

In some cases, investigators may specify an a priori guess of the changepoint, and carry out a test assuming

that the true changepoint is known to be equal to the guessed value. In Section 4, we will discuss the power

loss incurred by guessing wrong.

3.2 MERT statistic

In this and the next sub-section, we assume that the true τ (if there is a change at all) is posited to lie in some

prespecified range [τmin, τmax]. Unless explicitly stated otherwise, all τ values referred to from now on will be in
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this range. In the simulation study presented in Section 4, we will examine the power of the tests under various

values of the true τ , both within and outside the posited range.
Let us consider two possible τ values τ1 and τ2, and suppose that the true τ value is τ2. Then, as in Gastwirth

(1966, 1985), the Pitman asymptotic relative efficiency (ARE) of W ∗τ1 relative to W ∗τ2 is equal to the square of

the asymptotic null correlation ρ(W ∗τ1 ,W
∗
τ2) between W ∗τ1 and W ∗τ2 . Using the results presented in Section 2, we

find that

ρ(τ1, τ2) ≡ ρ(W ∗τ1 ,W
∗
τ2) =

κ(τ1, τ2)√
Vτ1Vτ2

, (3.2)

where, setting h1(x) = (x− τ1)+ and h2(x) = (x− τ2)+, we have

κ(τ1, τ2) = C(h1, h2)− d(τ1)TC−1d(τ2).

For a given set of τ values τ1, . . . , τK and positive coefficients a1, . . . , aK , and a specified true τ value τ∗, the

ARE of the linear combination statistic

Q(a) =

K∑
k=1

akW
∗
τk

(3.3)

relative to W ∗τ∗ is equal to the square of the asymptotic null correlation ρ(Q(a),W ∗τ∗) between Q(a) and W ∗τ∗ ,

which is given by

ρ(Q(a),W ∗τ∗) =

∑K
k=1 akρ(τk, τ

∗)∑K
k=1

∑K
l=1 akalρ(τk, τl)

.

The Maximin Efficiency Robust Test (MERT) statistic is defined to be the linear combination statistic Q(a)

for which the worst-case ARE, namely, minτ∗∈T ρ(Q(a),Wτ∗), is as high as possible, where T denotes the set of

τ values under consideration. When T consists of a finite set of points, it is possible, as described in Gastwith

(1966), to find the optimal linear combination using quadratic programming. In our case, the set T consists of

the entire continuous range [τmin, τmax], but the MERT over a moderately fine finite grid will be a reasonable

approximation to the MERT over the entire continuous range.

3.3 Supremum statistics

The supremum statistic is defined as SUP = supτ∈[τmin,τmax] |W
∗
τ |. Davies (1977, 1987), working in a general

setting, presented some approximations to the distribution of this statistic. In the setting of our problem,

Kosorok and Song (2007) also considered this statistic, and used a weighted bootstrap scheme to obtain critical

values.
In practice, it is possible to replace the supremum over the entire continuous range [τmin, τmax] by the

supremum over a moderately fine grid. With this implementation, the critical value can be computed using

established routines for computing multivariate normal probabilities (Genz and Bretz, 1999, available in Matlab,

R, and other packages).
Alternative statistics in the same spirit are the SUP2 and SUP3 statistics considered by Zheng and Chen

(2005). These statistics are defined as

SUP2 = max(|W ∗τmin
|, |W ∗τmax

|), SUP3 = max(|W ∗τmin
|, |W ∗τmid

|, |W ∗τmax
|),

where τmid is some intermediate value between τmin and τmax, such as the midpoint.

4 Simulation Study

In this section, we present a simulation study comparing the MERT, SUP, SUP2, and SUP3 statistics. For the

SUP statistic, we used Kosorok and Song’s (2007) weighted bootstrap scheme to compute critical values. We

present the power of the various statistics for several scenarios. As a benchmark, we also present the power of

the optimal score statistic if the true changepoint were known.
We performed the simulations under a setup with a single time-independent covariate X, without additional

background covariates W. We worked under fixed administrative censoring at time tmax = 10. We considered

two configurations of the parameters β and ω: (a) β = 0 and ω = log(1.5), corresponding to a log hazard which

is flat over the range of X up to the changepoint and then slopes upward; (b) β = log(1.2) and ω = log(1.5),
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corresponding to a log hazard with a modest initial slope and a slightly steeper slope after the changepoint.

We took λ0(t) equal to a constant value λ0, corresponding to exponential survival, with λ0 chosen so as to

yield 75% censoring under the relevant value for β and ω = 0. The covariate X was generated as standard

normal. We considered two possible sets for the true changepoint value, each defined by a five-point grid

τ1, . . . , τ5. Grid A consisted of the values Φ−1(0.1),Φ−1(0.25),Φ−1(0.5),Φ−1(0.75),Φ−1(0.9). Grid B consisted

of the values Φ−1(0.3),Φ−1(0.4),Φ−1(0.5),Φ−1(0.6),Φ−1(0.7). Grid A, the wider one, is more realistic for the

epidemiological applications that motivated our work.
The implementation of the MERT statistic was based on these grids. The SUP2 statistic was computed as

SUP2 = max(|W ∗τ1 |, |W
∗
τ5 |), while the SUP3 statistic was computed as SUP2 = max(|W ∗τ1 |, |W

∗
τ3 |, |W

∗
τ5 |). The

sample sizes considered were n = 500, 1000, 2000. Power was computed based on two-sided testing at the 0.05

level. For each of the two grids, we also computed power for the case where the true τ value was outside the

specified grid. For Grid A, the outside τ values were Φ−1(0.05) and Φ−1(0.95); for Grid B, the outside τ values

were Φ−1(0.2) and Φ−1(0.8). We ran 1000 simulation replications for each case.
Table 1 presents critical values for the various tests based on asymptotic normal theory, and corresponding

Type I error levels. Tables 2 and 3 show the power results. In generating these tables, we used normal-theory

critical values for all tests except for SUP, for which we used Kosorok and Song’s (2007) weighted bootstrap

scheme. The version of SUP with normal-theory critical values gave similar results. We also computed power

for the score test assuming various a priori guessed values of the changepoint, at different distances from the

true changepoint. We do not show these results in the tables, but we will describe the findings.
The patterns that emerged were as follows. For all of the tests, including the optimal score test, the power

is greater when the true changepoint is near the center of the covariate domain than when it is in the extremes.

This finding is expected, because when the changepoint is in one of the extremes, we have little data on one side

of the changepoint. Regarding the power of the score test with a guessed value for the changepoint, we found, as

expected, that the power is relatively high when the guessed changepoint is close to the true changepoint, and

relatively low when the guessed changepoint is far off the mark. In the latter case, the MERT and SUP tests

performed much better. In regard to the comparison between MERT and SUP, different results were seen for

the two grids considered. For Grid A, the one with the wider range, SUP generally showed higher power than

MERT, whereas the for Grid B, the opposite was seen. Both patterns became more pronounced with increasing

sample size.
Additional insight into these results can be gained by considering the null correlation between the pair of

score statistics corresponding to the two τ values at the extremes of the range considered, which, as noted

above, expresses the ARE of a given member of the pair relative to the other member when the other member

is optimal. The null correlation for this extreme pair is about 0.25 for Grid A and about 0.70 for Grid B.

Thus, when the null correlation of the extreme pair was low, SUP was favored over MERT, whereas when

this correlation was high, MERT was favored over SUP. This finding was consistent with Freidlin, Podgor, and

Gastwirth’s (1999) power comparisons of MERT versus SUP in other settings. In regard to the comparison of

SUP, SUP2, and SUP3, we found that (a) SUP and SUP3 are generally similar, with neither coming out clearly

better than the other, (b) as between SUP or SUP3 and SUP2, the SUP2 statistic was better, unsurprisingly,

when the true changepoint was near one of the extremes, but it was worse, sometimes substantially, when the

true changepoint was in the middle of the range. In comparison with the optimal score test assuming the true

changepoint is known, the MERT and SUP tests performed well under Grid B, the one with the narrow range,

whereas, under Grid A, substantially lower power is seen. When the true τ value is outside the specified range,

there is a substantial drop in the power with the MERT and SUP test compared with the optimal test when

the changepoint is known, and the SUP approach generally yielded higher power than the MERT approach.

5 Illustrative Example

As noted in the introduction, our work was motivated by some instances of threshold effects observed in the

Harvard-based Nurses’ Health Study (NHS), including threshold effects observed in the NHS’s investigation of

the long term health effects of air pollution. We consider here an analysis of NHS data concerning the effect

of exposure to particulate matter of diameter 10 µm or less (PM10) in relation to incidence of fatal myocardial

infarction (MI) (Puett et al., 2009). Here, 92,993 female nurses were followed from June 1992 to June 2006, with

1,050 fatal MI events observed. PM10 exposure was assessed for each individual on a monthly basis by linking

the individual’s residental address to her predicted PM10 exposure using a spatio-temporal model derived from
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data from EPA area monitors (Yanosky et al., 2008; Paciorek et al., 2009). The monthly predicted exposures

were summed to form a 12-month PM10 moving average PM10MA, which constituted the exposure variable

of interest. PM10MA is a time-varying covariate. In addition to the main covariate PM10MA, the analysis

adjusted for confounding by the following covariates (all time-varying): calendar year, indicator variables for

season, and indicator variables for US state of residence. The time scale in the analysis was age in months, so

that the data are subject to left-truncation, which was handled by appropriate definition of the at-risk indicator

function, as described at the beginning of Section 2 (in the Cox analyses using SAS PROC PHREG, the left

truncation is handled using the counting process style of input).
In a preliminary analysis, potential nonlinearities in the effect of PM10MA on fatal MI were examined using

a spline-based approach (Durrelman and Simon, 1989; Govindarajulu et al., 2007). Figure 1 shows a stepwise

restricted 4-knot cubic spline graph of the relationship between PM10MA and fatal MI risk along with pointwise

confidence bands. It can be seen that the dose-response relationship increases more steeply below the median

of the exposure distribution, and then flattens out.
We applied the methods of this paper to test formally for a threshold effect. We took τmin and τmax to be

equal, respectively, to the 15th and 85th percentiles of the observed distribution of PM10MA across the entire

person-time experience. We first carried out analyses of the type that would be done by analyst who acted as

if the threshold were known in advance. Specifically, we fit separate Cox analyses assuming τ to be known and

equal, respectively, to τmin, τmid, and τmax. These analyses were performed using SAS PROC PHREG. We also

performed a score test for each of these three values of τ . Table 4 summarizes these results. We then performed

the MERT, SUP, SUP2, and SUP3 tests of H0 : ω = 0 with τ regarded as unknown. The SUP test was carried

out using a 11-point grid, at equally spaced percentiles of the PM10MA distribution (ranging from the the 15th

percentile to the 85th percentile). The p-value results for these tests were as follows: MERT yielded p=0.0322,

SUP yielded p= 0.0055, SUP2 yielded p=0.0164, and SUP3 yielded p=0.0070. Overall, the results indicated

strong evidence of a threshold effect.

6 Power Calculation

In this section, we discuss power calculation for testing a threshold. We focus here on the SUP3 statistic,

although a similar development could be given for the other statistics. We restrict attention to the setting

where the covariates are time-independent; in practice, most power calculations are done in this setting. In

line with the classic work of Schoenfeld (1981) and Gill (1980) on power for logrank-type tests, and Hsieh and

Lavori’s (2000) extension of this work to power calculation for Cox regression, we consider a local inference

setting in which the regression parameters β and ω associated with the covariate of interest X are small. We

incorporate background covariates into the calculation; in practice, attention would typically be confined to

background covariates with an known major effect, such as age at study entry.
Denote by ω̃ the value of ω for which it is desired to compute the power, and suppose that the true changepoint

is τ∗. Write τ1 = τmin, τ2 = τmid, and τ3 = τmax. By arguments as in Schoenfeld (1981) and Gill (1980), we

find that the joint distribution of [W ∗τ1 ,W
∗
τ2 ,W

∗
τ3 ] is approximately multivariate normal with mean

µ = [ρ(τ1, τ
∗), ρ(τ2, τ

∗), ρ(τ3, τ
∗)]Υ,

where Υ = ω̃
√
nVτ∗ , and covariance matrix R given by Rkl = ρ(τk, τl).

The next step is to evaluate Vτ∗ and the various correlations. This calculation involves the covariance-like

term C(g1, g2) defined in (2.2) for various choices of g1 and g2, which, in turn, involves quantities of the form

s(t,θ, g) and s(t,θ, g1, g2), as defined in Section 2. In the local inference formulation, the expectations in the

definitions of these quantities are taken with β and ω set equal to zero; we use the symbol E∗ to denote

expectations of this type. The relevant quantities are then given by E∗[Yi(t)h(Wi, Xi)e
γTWi ] for appropriate

choices of the function h, and can be written as

E∗[Yi(t)h(Wi, Xi)e
γTWi ] =

∫
f(X,W)(x,w)G(t|w) exp(−Λ0(t)eγ

Tw)eγ
Twh(w, x)dw dx, (6.1)

where f(X,W)(x,w) is the joint density of (X,W), G(t|w) = Pr(C ≥ t|W = w), and Λ0 is the cumulative

baseline hazard function. If W includes discrete covariates, the integral above will actually be a mixture of

integrals and summations. When the censoring does not depend on w, so that G(t|w) = G(t), the term G(t)

can be taken outside the integral.
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Based on (6.1), we calculate Vτ∗ and the correlations using the formulas (2.1), (2.2), and (3.2). In practice,

the calculations are done under parametric models for the joint density f(X,W)(x,w), the baseline hazard of the

survival time, and the hazard of the censoring time; denote the respective parameter vectors by ξ, ν, and ζ. In

order to carry out the calculations, we need pre-study estimates of these parameters and of γ. These estimates

can be obtained based on prior studies and consultation with subject-matter experts. Given these results, the

critical value a for the SUP3 test is determined based on the N(0,R) distribution, and the power for a given

sample size n is then obtained as Pr(|N(µ,R)| ≥ a). The sample size that yields a given desired power can be

found by a line search procedure, such as bisection search or the secant method.

A significant simplification ensues when the background covariates W are independent of X. In this case,

we have the following results.

Result A. If g1(x,w) = φ(x) and g2(x,w) = ψ(x), then C(g1, g2) = DCov(φ(X), ψ(X)), where D is the

probability that a given individual has an observed event, which equals

D = E∗[δi] =

∫ ∫
fW(w)G(t|w) exp(−Λ0(t)eγ

Tw)eγ
Twdw dt,

where fW(w) is the marginal density of W.

Result B. If g1(x,w) = φ(x) and g2(x,w) = ψ(w), then C(g1, g2) = 0.

Example

We illustrate these calculations in the context of the NHS study discussed in the previous section. We take X

to be the baseline value of PM10MA. Time was defined as time since study entry, with age at entry handled as

a sole background variable W . Baseline PM10MA was modeled using a lognormal distribution with parameters

(µ, σ); the values used for µ and σ, the sample mean and standard deviation of log PM10MA in the NHS dataset,

were µ = 0.90 and σ = 0.23. The age at entry was modeled using a uniform distribution over the interval [L,U ]

with L = 48 years and U = 73 years. We posited independence between the baseline PM10MA and the age at

entry. The dependence of the survival time onW was modeled using an exponential regression model with hazard

λ(t|w) = λ0 exp(γw). Censoring was modeled using a parametric proportional hazards model with regression

terms involving W and W 2 and a Weibull baseline hazard: λ∗(t|w) = ηλ∗0(λ∗0t)
η−1 exp(γ∗1w + γ∗2w

2). In these

models, age at entry was centered at 63.5 years. The model parameters, as estimated by maximum likelihood

from the NHS data with time expressed in years from study entry, were λ0 = 0.001180, γ = 0.0109, λ∗0 =

0.06195, η = 6.0512, γ∗1 = 0.07585, and γ∗2 = 0.01072. The above models were found to fit the NHS data well.

The maximum follow-up time tmax was set at 12 years, slightly shorter than that in the original study. We

took τmin to be the 5th percentile, τmid to be the 50th percentile, and τmax to be the 95th percentile of the

PM10MA distribution. We considered a sample size of n=95,000, similar to the NHS data. The ω̃ values for

which power calculations were performed were −0.15,−0.65, and −1.30, similar to the estimates obtained in

the data analysis in the preceding section.

Applying Results A and B above and the formula (3.2), we obtained the following projections: ρ(τ1, τ2) =

0.5975, ρ(τ1, τ3) = 0.1659, and ρ(τ2, τ3) = 0.4372. In addition, for various values of τ∗, we obtained the

projections of Vτ∗ and ρ(τj , τ
∗) listed in columns 2-5 of Table 5. For a test of two-sided Type I error of 0.05,

a calculation based on the trivariate normal distribution leads to a critical value of a = 2.3560. The power

results, obtained by another trivariate normal calculation, are shown in the remaining columns of Table 5. For

ω̃ = −0.15, the power is low for all threshold values. For ω̃ = −1.30, is just under 90% when the threshold is

at the 10th percentile and greater than 99% for all other threshold values. For ω̃ = −0.65, the power is greater

than 90% when the threshold is at the 50th or 70th percentile, in the 70-80% range when the threshold is at

the 30th or 90th percentile, and 32% when the threshold is at the 10th percentile.

7 Summary

We have discussed the problem of testing for a changepoint in the Cox survival model, which arises com-

monly in epidemiology. We considered both the case where the prospective changepoint is known and the

case where it is not. For the latter case, we considered the MERT approach of Gastwirth (1966, 1985) and

the supremum (SUP) approach of Davies (1977, 1987). We carried out a simulation study to compare the

power of these two approaches in a range of settings, and we presented methodology for power calculation
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at the study design stage. Matlab software for performing the tests and power calculation is available at

http://pluto.huji.ac.il/∼mszucker/thresh.zip .
Both the MERT and the SUP approaches involve a specification of a range in which the true changepoint is

anticipated to lie. In general, the two approaches behave similarly. When the range specified for the changepoint

is narrow, the MERT statistic offers some power advantage; when the range is wide, the SUP-type statistics are

more powerful. When the range is narrow, it is possible to achieve power very similar to that of the optimal score

statistic that would be used if the true changepoint were known. When the range is wide, it is not possible to

get as close to the optimal power. The key quantity determining the power performance of the tests, as seen in

previous papers on related problems, is the the null correlation between the score statistics for the two potential

changepoint values at the extremes of the specified range. In most of the applications we have in mind, little

prior information will be available on the location of the prospective changepoint. Thus, the specified range will

be wide, and the correlation of the extreme score statistics moderate to low, which points in favor of the SUP

approach. In general, we consider the best overall choice of test statistic to be the SUP3 statistic, which provides

power that is comparable or better than the other options, and is easy to compute. In many epidemiological

applications, there is reason to expect the changepoint to lie near one of the extremes, in which case the SUP2

statistic is preferable. The power calculation methodology of Section 6 will be useful in study planning.
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Table 1
Empirical Type I Error Levels of the Tests

Normal-Theory Type I Error Level
Scenario β Grid Test Critical Value n=500 n=1,000 n=2,000

Flat/Sloped 0 Grid A SUP2 2.2296 0.0580 0.0590 0.0470
SUP3 2.3380 0.0550 0.0520 0.0440
SUP 2.4109 0.0570 0.0470 0.0440

Flat/Sloped 0 Grid B SUP2 2.1735 0.0590 0.0440 0.0460
SUP3 2.2119 0.0600 0.0410 0.0460
SUP 2.2308 0.0610 0.0410 0.0460

Modest/Sloped log(1.2) Grid A SUP2 2.2296 0.0510 0.0530 0.0550
SUP3 2.3381 0.0500 0.0470 0.0450
SUP 2.4118 0.0540 0.0480 0.0500

Flat/Sloped log(1.2) Grid B SUP2 2.1738 0.0580 0.0420 0.0460
SUP3 2.2127 0.0540 0.0480 0.0480
SUP 2.2314 0.0530 0.0480 0.0490
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Table 2
Power Results

Flat/Sloped Log Hazard
(β = 0, ω = log(1.5))

Grid A

True τ Value

Φ−1(0.05)∗ Φ−1(0.1) Φ−1(0.25) Φ−1(0.5) Φ−1(0.75) Φ−1(0.9) Φ−1(0.95)∗

n = 500 OPTIMAL 0.109 0.141 0.237 0.333 0.265 0.161 0.136
MERT 0.082 0.125 0.216 0.281 0.222 0.117 0.064
SUP 0.086 0.122 0.219 0.283 0.222 0.116 0.084
SUP2 0.098 0.142 0.223 0.247 0.223 0.143 0.095
SUP3 0.093 0.131 0.220 0.293 0.226 0.132 0.088

n = 1000 OPTIMAL 0.155 0.221 0.447 0.577 0.451 0.245 0.163
MERT 0.092 0.171 0.350 0.453 0.366 0.174 0.095
SUP 0.110 0.164 0.357 0.479 0.372 0.162 0.101
SUP2 0.119 0.198 0.338 0.379 0.342 0.191 0.119
SUP3 0.113 0.177 0.348 0.479 0.364 0.176 0.104

n = 2000 OPTIMAL 0.243 0.375 0.677 0.841 0.756 0.408 0.252
MERT 0.137 0.274 0.565 0.711 0.604 0.275 0.139
SUP 0.144 0.265 0.601 0.770 0.633 0.309 0.155
SUP2 0.163 0.291 0.531 0.599 0.572 0.323 0.171
SUP3 0.151 0.275 0.578 0.767 0.623 0.314 0.157

Grid B

True τ Value

Φ−1(0.2)∗ Φ−1(0.3) Φ−1(0.4) Φ−1(0.5) Φ−1(0.6) Φ−1(0.7) Φ−1(0.8)∗

n = 500 OPTIMAL 0.209 0.266 0.317 0.333 0.323 0.286 0.231
MERT 0.160 0.241 0.306 0.320 0.309 0.267 0.184
SUP 0.160 0.238 0.291 0.321 0.311 0.253 0.177
SUP2 0.166 0.250 0.291 0.316 0.303 0.248 0.174
SUP3 0.164 0.251 0.290 0.321 0.305 0.255 0.176

n = 1000 OPTIMAL 0.386 0.484 0.552 0.577 0.562 0.507 0.398
MERT 0.282 0.426 0.521 0.569 0.540 0.456 0.320
SUP 0.255 0.414 0.498 0.529 0.483 0.428 0.299
SUP2 0.265 0.416 0.484 0.515 0.489 0.425 0.308
SUP3 0.258 0.411 0.494 0.532 0.496 0.421 0.300

n = 2000 OPTIMAL 0.599 0.747 0.809 0.841 0.830 0.799 0.662
MERT 0.465 0.682 0.796 0.830 0.810 0.725 0.516
SUP 0.468 0.683 0.789 0.814 0.796 0.716 0.546
SUP2 0.484 0.692 0.779 0.796 0.783 0.714 0.548
SUP3 0.473 0.694 0.784 0.812 0.792 0.715 0.546

∗ indicates τ value outside the specified range
Bold value indicates highest power in among the MERT, SUP, SUP2, and SUP3 tests
Italicized values are within 10% of the highest power
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Table 3
Power Results

Modest/Sloped Log Hazard
(β = log(1.2), ω = log(1.5))

Grid A

True τ Value

Φ−1(0.05)∗ Φ−1(0.1) Φ−1(0.25) Φ−1(0.5) Φ−1(0.75) Φ−1(0.9) Φ−1(0.95)∗

n = 500 OPTIMAL 0.105 0.138 0.224 0.321 0.293 0.197 0.150
MERT 0.075 0.108 0.187 0.256 0.227 0.133 0.086
SUP 0.079 0.112 0.197 0.279 0.252 0.139 0.092
SUP2 0.090 0.124 0.197 0.241 0.238 0.160 0.108
SUP3 0.086 0.123 0.208 0.284 0.253 0.145 0.102

n = 1000 OPTIMAL 0.134 0.212 0.386 0.566 0.503 0.294 0.209
MERT 0.089 0.153 0.302 0.444 0.390 0.218 0.120
SUP 0.096 0.157 0.322 0.469 0.406 0.207 0.112
SUP2 0.121 0.179 0.311 0.384 0.379 0.238 0.130
SUP3 0.112 0.168 0.307 0.484 0.397 0.217 0.123

n = 2000 OPTIMAL 0.182 0.299 0.603 0.832 0.796 0.493 0.292
MERT 0.128 0.218 0.486 0.709 0.657 0.351 0.166
SUP 0.120 0.225 0.536 0.719 0.673 0.378 0.186
SUP2 0.130 0.249 0.452 0.556 0.615 0.406 0.205
SUP3 0.125 0.228 0.504 0.728 0.645 0.388 0.203

Grid B

True τ Value

Φ−1(0.2)∗ Φ−1(0.3) Φ−1(0.4) Φ−1(0.5) Φ−1(0.6) Φ−1(0.7) Φ−1(0.8)∗

n = 500 OPTIMAL 0.193 0.237 0.286 0.321 0.334 0.315 0.261
MERT 0.150 0.217 0.273 0.306 0.324 0.296 0.218
SUP 0.153 0.220 0.278 0.310 0.307 0.283 0.202
SUP2 0.155 0.222 0.274 0.296 0.311 0.286 0.216
SUP3 0.152 0.220 0.277 0.305 0.313 0.280 0.210

n = 1000 OPTIMAL 0.332 0.434 0.520 0.566 0.574 0.559 0.451
MERT 0.246 0.392 0.491 0.544 0.545 0.494 0.351
SUP 0.221 0.360 0.456 0.512 0.521 0.454 0.328
SUP2 0.233 0.359 0.437 0.488 0.510 0.461 0.338
SUP3 0.228 0.359 0.452 0.511 0.518 0.455 0.334

n = 2000 OPTIMAL 0.507 0.686 0.790 0.832 0.845 0.819 0.730
MERT 0.381 0.619 0.765 0.823 0.820 0.767 0.595
SUP 0.399 0.606 0.712 0.777 0.790 0.744 0.600
SUP2 0.406 0.607 0.706 0.762 0.769 0.747 0.612
SUP3 0.397 0.606 0.708 0.778 0.782 0.744 0.596

∗ indicates τ value outside the specified range
Bold value indicates highest power in among the MERT, SUP, SUP2, and SUP3 tests
Italicized values are within 10% of the highest power
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Table 4
Results for the NHS Study of Chronic PM10 Exposure in Relation to Fatal MI

Cox Analyses Assuming Known Threshold τ

Threshold Slope Parameter β Change in Slope Parameter ω Score Test for ω = 0
τ Coefficient Std Error p-value Coefficient Std Error p-value p-value

τmin=15th %ile 1.42559 0.49260 0.0038 -1.32015 0.51106 0.0098 0.0085
τmid=50th %ile 0.65437 0.17735 0.0002 -0.63566 0.21739 0.0035 0.0027
τmax=85th %ile 0.23873 0.09494 0.0119 -0.15704 0.17357 0.3656 0.3325

Note: The analyses adjusted for calendar year, season, and US state of residence.

Table 5
Power Calculation Results for the NHS Study of Chronic PM10 Exposure in Relation to Fatal MI

Results are for the SUP3 Test for Threshold, Working With the Baseline PM10MA Value
Power for n=95,000

τ∗ (%ile) Vτ∗ ρ(τ1, τ
∗) ρ(τ2, τ

∗) ρ(τ3, τ
∗) ω̃ = −0.15 ω̃ = −0.65 ω̃ = −1.30

10th 7.9839E-5 0.9859 0.6207 0.1738 0.0616 0.3218 0.8924
30th 2.4671E-4 0.7252 0.9386 0.3109 0.0890 0.7781 0.9999
50th 3.3988E-4 0.5975 1.0000 0.4372 0.1070 0.9200 1.0000
70th 4.8884E-4 0.4174 0.9153 0.5354 0.1205 0.9631 1.0000
90th 2.7935E-4 0.2439 0.6180 0.8144 0.0842 0.7246 0.9996
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Figure 1. Results of spline fit of the relative risk of fatal MI as a function of PM10MA. The solid curve is the fitted

spline function, while the dashed lines are 95% pointwise confidence bands.
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